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Abstract 

This paper presents the use of neural networks in predicting the risk of coronary artery disease and also examines the 
neural network training criteria in medical diagnosis. For classification, the objective is to use the 13 independent 
attributes to predict the absence or presence of the disease. It also compares with more traditional statistical methods such 
as C4, NT Growth and CLASSIT clustering. It is a usual practice to stop the training of a neural network as soon the error 
reaches to a specified value. We show that this approach is not reasonable and does not give accurate results. The 
approach presented in this paper can save valuable training time. 
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1. Introduction 

In a diagnostic problem one is given certain 
manifestations such as symptoms, laboratory test 
abnormalities, signs etc. and must determine the diseases 
causing those findings. Automatic diagnostic problem 
solving of this sort has been the focus of a large amount of 
work over the last decade or two. 
Recently, Artificial neural networks have been 
successfully applied in a wide range of medical problems 
such as analysis of clinical data and analysis of EEG. Most 
of these tasks involve data classification and pattern 
recognition. Neural networks are well suited to this task 
because they extract the closest pattern to the patterns 
stored in its connection matrices. 
Heart disease is the most common cause of death in 
humans. For this reason early detection of heart disease is 
a most important medical research area. One of the most 
reliable ways to diagnose coronary artery disease (CAD) 
is cardiac catherization, which is an invasive procedure. 
The diagnosis of heart disease is a complex decision 
making process. There is an obvious need for a clinical 
decision aid to assist the clinician in making a fast, 
accurate diagnosis. Artificial neural networks are 
dynamical models, which provide effective solutions to 
the problems encountered in building systems that emulate 
a physician's expertise. The accurate prediction of disease 
will help physicians and their patients' in deciding when it 
is appropriate to forego this medical intervention. 

2. Method 

While several approaches have been considered including 
the application of Modular neural network (MN), Radial 
basis functions (RBF) and reinforcement learning (RL) 

artery disease, multilayer perceptron 

majority of this work has dealt with multilayer perceptron 
(MLP). Results of the comparative study are presented in 
Table 3. 

age 
sex 

thal 

Fig 1 A simple neural network with one hidden layer 

• Knowledge Representation by Neural 
Networks for diagnostics 

The non-linear multilayer perceptron was trained with 13 
inputs, 1 layer of 50 hidden units and 1 output neuron. The 
input clinical variables are 6 symbolic and 7 numeric. 
These consist of age, sex (male, female), chest pain type 
(angina, abnang, notang, asympt), resting blood pressure, 
cholesterol (chol), fasting blood sugar (<1, true or false), 
resting electrocardiographic results (norm, abn, hyper), 
maximum heart rate achieved (thalach), exercise induced 
angina (true or false), ST depression induced by exercise 
ST segment (oldpeak), the slope of the peak exercise ST 
segment (up, flat, down), number of major vessels 
coloured by fluroscopy and thal (norm, fixed, rever) and 
were coded as analog values between 0.0 and 1.0. The 
output variables were coded as binary value 0 for 
confirmed normal and 1 for abnormal. The learning rate 
and momentum were set at 0.1 and 0.9 respectively. The 
network was trained by dividing the available data into a 
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training set and a test set. The output produced by the 
neural networks was then compared to documented 
output. 
In order to use the given training set with back
propagation it is essential for it to be pre-processed so that 
the components of input and output vectors are 
represented as activation levels. Som.e of the attributes are 
non-numeric (symbolic) and some are num.eric. These 
attributes can be normalised between 0 and 1. To deal with 
symbolic attributes such as type of chest pain, it is 
necessary to map each value of attribute into a unique 
integer, beginning with zero and working upwards. · 
A better way is to map the values of the symbolic 
attributes into sparce binary vectors (i.e. binary vectors 
that have only one bit set). Applied to the third attribute 
(chest pain type) from the training set (which has 4 
different values) this would give us the mapping as 
follows. 

typical atypical non - anginal asymptomatic 

angina angina pain 

! J.. ! ! 

0 0 0 

0 1 0 0 

0 0 0 

0 0 0 

Once we have mapped specific values into such binary 
vectors, we can turn an input into a satisfactory activation 
vector by simply normalising the numeric attribute values 
and replacing the symbolic attribute values with their 
given binary sequence. Having derived usable training set, 
one should decide what architecture we are going to 1,1se: 
The number of input units and output units is fixed by the 
form of the input and output vectors in the derived training 
set. The input vectors contain 13 components while the 
output vectors contains just one. Thus the network has 13 
input units and one output unit. 

• Output Representation 

A total of 72 experiments have been performed. Each 
network was used to perform three experiments: The 
number of neural networks used to make a diagnosis on 
possible heart disease patients is 24. We looked at each 
network using three experiments per network: first after 
5,000 epochs of learning, then after 10,000 epochs, and 
finally after a total of 15,000 epochs. Twelve networks 
had 20 processing elements in their single hidden layers, 
and the other twelve had 50 hidden neurons each. Six 
networks had a single output each and were trained for 
classifying in five classes: {0.00, 0.25, 0.50, 0.75, 1.00}. 
Six other networks also had a single input, but they were 
trained for classifying in only two classes: {0.0, 1.0}. Six 
networks had two output units each, and they had to learn 
to classify in two classes also: { 10, 01 }. Finally, there 
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were six networks with five outputs each, learning to 
classify in five classes again: {10000, 01000, 00100, 
OOOIO, 00001}. For every type of network (different 
number of hidden units, different number of output units, 
different number of classes to learn) we trained three 
neural networks, with different sizes of training sets and 
testing sets: 303+0, 253+50, and 202+IOI. 
The output class is either healthy (class 0) or with heart 
disease (class 1). The target values for the output were 
coded as 0 for confirmed normal and I for confirmed 
abnormal. The testing of the network was achieved by 
using the weights derived in the training phase and 
applying the new pattern to the network to which it has not 
been exposed. The network was tested on 50 patients. All 
network training was done in a supervised fashion, which 
means that the inputs and desired outputs were known 
during the training process. Patients were selected from 
the Cleveland Clinic Foundation. 

3. ANNs applied to Coronary 
Artery Disease 

• The data set 

The database used in this study contains numeric 
information concerning heart disease diagnosis. This data 
set has interesting properties that it's a mixture of real
valued, Boolean, and enumerated values. While the 
original database had 76 raw attributes, only I4 of them 
~e actually used in experiments. 
The original database contained 76 attributes, but all 
published experiments refer to using a subset of 14 of 
Utem. The "goal" field refers to the presence of heart 
disease in the patient. It is integer valued from 0 (no 
presence) to 4. Experiments with the Cleveland database 
have concentrated on simply attempting to distinguish 
presence (values 1,2,3,4) from absence (value 0). The 
database contains 303 instances, of which 164 with "goal" 
value 0, 55 with value I, 36 with value 2, 35 with value 3, 
and 13 with value 4. 
The following is a brief summary of the attributes used in 
the database. 
#1 is the age in years; 
#2 is tile patient's sex: 
value O:female; 
value I :male; 
#3 is the chest pain type: 
value 1 :typical angina; 
value 2;atypical angina; 
value 3:non-anginal pain; 
value 4:asymptomatic; 
#4 is the resting blood pressure (in mm Hg on admission 
to the hospital); 
#5 is the serum cholesterol in mg/dl; 
#6 gives an indication for fasting blood sugar: 
value O:S: 120 mg/dl; 
value 1 :> 120 mg/dl; 
#7 gives a classification for the resting 
electrocardiographic results: 
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value O:normal; 
value 1:having ST-T wave abnormality (T wave 
inversions and/or ST elevation or depression of > 0.05 
m V); 
value 2:showing probable or definite left ventricular 
hypertrophy by Estes' criteria; 
#8 is the maximum heart rate achieved during exercising; 
#9 indicates whether exercise induced angina: 
valueO:no; 
value 1:yes; 
#10 is the ST depression induced by exercise relative to 
rest; 
#11 is the type of slope of the peak exercise ST segment: 
value 1 :upsloping; 
value 2:flat; 
value 3:downsloping; 
#12 is the number of major vessels (0-3) colored by 
fluoroscopy; 
#13 thal; not further explained: 
value 3:normal; 
value 6:fixed defect; 
value ?:reversible defect; 
#14 is the predicted attribute: diagnosis of heart disease 
(angiographic disease status): 
value O:no heart disease; 
values 1, 2, 3, 4:heart disease. 

We used part of the Cleveland database to train feed 
forward MLP type neural networks using back 
propagation algorithm. After presenting one training 
example to the 13 network inputs (this is the feedforward 
part), the error at the output is calculated by subtracting 
the desired · output from the actual network output and 
taking the square of the difference. The errors for all 
examples in the training set are then added together and 
their sum is back propagated through the network. 
adjusting the weights of the connections between the 
processing elements of the network. Using a gradient 
descent learning algorithm the network error should 
decrease towards a minimum. The processing elements 
pass the sum of their inputs through a sigmoid function, 
limiting the neuron output between zero and one. 
We have used several settings for the training set, for the 
learning period, and for the various network architectures 
in this study. 
To see how much influence the number of processing 
elements in the hidden layer would have, we did 
experiments with both 20 and 50 units in the hidden layer. 
Also the number of output units was varied; we used 
networks with just one, with two, and with five outputs. 
The networks with five outputs were trained with data 
containing five target categories: one category for "no 
heart disease" and four others for different grades of 
"heart disease presence". The networks with two outputs 
were trained with data containing only two categories: 
"absence" versus "presence". And the networks with just 
one output were trained in two ways: using five categories 
and two categories. In the fll'St case the five categories 
{ 0,1,2,3,4) were scaled to values between zero and one 
{0.00, 0.25, 0.50, 0.75, 1.00}, as the network output is 
limited between those two values. In the second case the 

network output should be low for one category 
("absence") and high for the other ("presence"). 
The networks were trained with three different training 
sets. First, the full database of 303 examples was used for 
training the networks, and the performance of the 
networks was tested with the same set, as there were no 
other data to measure the performance with. Second, the 
original database was split into a training set part with 253 
examples used for training, and a testing set part with 50 
instances used for measuring the network performance. 
The reason for this is that one cannot test the ability of a 
neural network to generalise if one uses the same set of 
data for both training and testing. If a network performs as 
well on a different testing set as on its training set, then the 
network learned to generalise well. If however a network 
performs a lot worse on a testing set in comparison with 
its performance on the data set with which it was trained, 
then the network did not learn to generalise well enough. 
This happens for example if the number of hidden neurons 
is too large and the learning period was too long. Third, 
we used a training set of 202 examples for the learning of 
the networks, and a testing set of 101 examples to measure 
their performances. Both sets together form the full 
original data set again. We did this because a testing set 
that contains only 50 examples is quite small. Since it is 
not always very clear when the learning of a network 
should be stopped, we used three learning periods of 5000 
epochs each per network. After every learning period, the 
network was tested. 
Even if the output error during learning of a network is 
still decreasing, this does not necessarily mean that the 
performance of that network is still improving. The 
network output error might be decreasing, but the number 
of misclassifications could be increasing. This depends on 
the way the error is calculated and on the definition of 
misclassification that is used in that particular case. 
Further, the number of misclassifications might be 
decreasing when testing with the same data set as with the 
network was trained, whilst at the same time the number 
of misclassifications could be increasing when using a 
different data set for testing the network performance. 

4. Simulation results 

The accuracy of each network was found by counting the 
number of misclassifications, using only two categories: 
"no heart disease present" and "heart disease present". 
The number of misclassifications divided by the total 
number of instances in the testing data set, subtracted from 
100 per cent, gives the actual accuracy. 
Misclassifications appear in two ways: a false alarm 
occurs when the neural network detects a heart disease 
whilst the patient in question does not have a heart 
disease; a missed detection occurs when the network fails 
to detect the patient's heart disease. The best performing 
network from these experiments was a network with 50 
processing elements in its hidden layer, and with a single 
output that learned with two classes and 202 examples. 
After 5,000 epochs of learning we tested it with a testing 
set of 101 examples, and it showed an accuracy of 87.1 %. 
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5. The Stopping Criterion 

In order to prevent overtraining, we had a look at when to 
stop training the network. If the network is overtrained, it 
loses its ability to generalise; this means that the network 
performance is significantly worse when new data is fed to 
the network (i.e. data that was not used for training), 
instead of the data in the training set. 
A solution to prevent overtraining is so-called cross
validation. This means that during training the network 
error is not only calculate<;! for the · training data, but also 
for an independent test data set, which has the same 
statistical properties as the training data set. After every n 
epochs the network parameters are written to a file, so that 
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afterwards we can retrieve the network that had a minimal 
error on the test data. Figures 2 and 3 show the error 
graphs of two different networks. Both the error graph for 
the training data and the one for the test data are shown. 
One can easily see that, although the error is still 
decreasing for the training data, the error for the test data 
slowly increases after it reached its minimum. The 
network configuration with the best generalising 
behaviour is the one that was saved when the test error 
was minimal. 

r---- - training set~ 
,---test set 

\'··· ·-. - -.. ............... ·-·--------------- .. -.. --0.1 

0 
0 10 20 30 40 

nr. of epochs (x 500) 

Fig 2 When to stop learning (13-50-1 network, training set 202 examples, test set 101 examples) 
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Fig 3 When to stop learning (13-20-1 network, training set 152 examples, test set 151 examples) 

Australian Journal of Intelligent Information Processing Systems Winter 1998 



90 

Table 1 A comparison with various methods 

Methods %Correct Oassification 

1 C4 74.8 

2 NTGrowth 77 

3 CLASSIT Clustering 78.9 

4 Neural Networks 87.1 

Table 2 Best results for different network properties and learn/test methods 

tested with --+ Train set (303 ex.) 

1 property J, epochs 
2 20 hidden units 15,000 
3 50 hidden units 10,000 
4 1 output, 5 classes 15,000 
5 1 output, 2 classes 10,000 
6 2 outputs, 2 classes 10,000 
7 5 outputs, 5 classes 10,000 

From these Figures it can be seen that the performance 
increased after 5,000 learning epochs, if one would only 
look at the results on the training set. Looking at the 
results if the networks are tested with a test set, that is 
different from the training set, shows that the real 
performance almost never increased after 5,000 learning 
epochs. 

score 
85.8 
85.8 
84.5 
85.8 
84.8 
84.5 

Test set (50 ex.) Test set (101 ex.) 

epochs score epochs score 
5,000 84.0 5,000 84.2 
5,000 84.0 4,000 87.1 
5,000 84.0 5,000 84.2 
5,000 84.0 4,000 87.1 
5,000 82.0 10,000 83.2 
5,000 82.0 15,000 83.2 

Further we see that a larger number of hidden neurons 
causes slightly better results. 
If we look at the number of outputs and classes (see 
Table 2), notice that the best number of outputs seems to 
be just one, and that learning for two classes gives better 
results than learning for five classes. 

Table 3 Comparison of percent correct classification of recognition on the test set using various Neural networks 

Network Learning Transfer # of # of # of %correct 
Rule function Input Hidden Outputs classification 

Pes P& PEs 
1 MLP Delta Sigmoid 13 50 1 87.1 

2 MN Delta Sigmoid 13 5 1 82.82 

3 RBF NormCum Gaussian 13 5 1 75 

4 RL DRS Sigmoid 13 5 1 82.81 
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6. Conclusion 

From the results of these experiments, the following 
conclusions can be drawn. First, we have seen that the 
ability to classify correctly decreases slowly with the 
increase in the number of output neurons. 
Secondly, the number of classes for which the network is 
trained, is best set to two, if the performance after learning 
is determined concerning only two categories as well. 
Thirdly, the numbers of hidden neurons we used in our 
simulations do not seem to make much difference, 
regarding the results. 

Finally, if we compare the accuracy of our simulated 
neural networks with the accuracy reported in the past, 
one can see quite a large difference in favour of the neural 
networks: 

It is obvious· from 1his study that the present practice of 
choosing manually the architecture of the neural network 
is not only time consuming but also it does not give the 
optimum performance. Evolutionary computing 
techniques can provide a solution to this problem. 
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Appendix 

Table 4 Results of the experiments 

network structure training & testing parameters % accuracy after # e :>Ochs 
#inputs #hidden #outputs #classes train set test set 5,000 10,000 15,000 
13 50 1 5 303 (81.S) (84.2) (84.S) 
13 50 1 5 2S3 so 84.0 84.0 82.0 
13 50 1 5 202 101 84.2 84.2 84.2 
13 20 1 5 303 (82.8) (83.S) (84.2) 
13 20 1 s 253 50 82.0 82.0 82.0 
13 20 1 s 202 101 80.2 83.2 84.2 
13 50 1 2 303 (83.2) (85.8) (85.8) 
13 so 1 2 2S3 so 84.0 84.0 84.0 
13 so 1 2 202 101 86.2 84.2 83.2 
13 20 1 2 303 (83.5) (84.8) (85.8) 
13 20 1 2 253 50 84.0 82.0 84.0 
13 20 1 2 202 101 84.2 84.2 83.2 
13 50 2 2 303 (82.8) (84.8) (84.2) 
13 50 2 2 253 50 76.0 80.0 78.0 
13 50 2 2 202 101 80.2 81.2 80.2 
13 20 2 2 303 (83.5) (84.2) (84.8) 
13 20 2 2 253 50 82.0 78.0 80.0 
13 20 2 2 202 101 81.2 83.2 82.2 
13 50 s 5 303 (81.2) (84.5) (83.8) 
13 50 5 5 253 so 82.0 80.0 80.0 
13 50 5 5 202 101 81.2 80.2 83.2 
13 20 s 5 303 (82.8) (84.2) (83.8) 
13 20 s 5 2S3 50 78.0 76.0 80.0 
13 20 5 5 202 101 75.2 80.2 82.2 
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